
CS222P Winter 2020 Quiz 6 

 
Student Name: ...................................... UCI Net ID: .................................... 

1. As discussed in the lecture, the hardest part of projection operator is duplicate elimination. 
Briefly explain how sorting-based approach and hash-based approach work. What is the standard 
of these two approaches that is used for projection and why?  

 
 
 
 
 
 
 
 
2. Consider the following tables: 

• Flight(airline, fnumber, origin, destination) 
• Passenger(pid, pname, airline, fnumber) 

Assume: 
• The Flight table has a composite clustered primary index on (airline, fnumber). 
• Passenger has a clustered primary index on pid. 
• Each passenger is assigned to one and only one flight.  
• The Flight table has 20 pages with 50 records per page.  
• The Passenger table has 300 pages with 100 records per page.  
• We have total 12 buffer pages in memory. 

 
Consider the following query: 

SELECT * 
FROM Flight F, Passenger P  
WHERE F.airline = P.airline AND F.fnumber = P.fnumber; 

 
 

a) How many disk I/Os are needed to perform record-based nested loop join? Compute for all join 
orders and mark the join order with fewer I/Os. 
 
 
 
 
 
 
b) How many disk I/Os are needed to perform page-based nested loop join? Compute for all join 
orders and mark the join order with fewer I/Os.  
 
 

 



c) How many disk I/Os are needed to perform block-based nested loop join? Compute for all join 
orders and mark the join order with fewer I/Os.  
 

 

 

 

 

 

 
d) How many disk I/Os are needed in order to perform index-based nested loop join? Assume all 
the non-leaf nodes of indexes are cached in memory. Compute for all join orders and mark the join 
order with fewer I/Os. 
 
 
 
 
 
 
 
 
 
 
e) Suppose now change the query to 

 
SELECT P.name, F.fnumber 
FROM Flight F, Passenger P  
WHERE F.airline = P.airline AND F.fnumber = P.fnumber; 

 
How many disk I/Os are needed in order to perform index-based nested loop join? Assume all the 
non-leaf nodes of indexes are cached in memory. Compute for all join orders and mark the join 
order with fewer I/Os. 
 
 

 

 

 

 



Solution:  
1. 
Sorting based approach:  

• Modify Pass 0 of external sort to eliminate unwanted fields.  
• Modify merging passes to eliminate duplicates  

Hashing based approach:  
• Partitioning phase: results into B-1 partitions (w/o) unwanted fields  
• Duplicate elimination phase: build in memory hashing function to further partition data 

and discarding duplicates.  
The standard approach is sorting based approach because it is less impacted by skew and result is 
sorted.  
2. 
a) Cost: scan of outer table + (#records of outer table * scan of inner table) 
 

Flight as outer table: 20 + (20 * 50) * 300 = 300,020 
Passenger as outer table: 300 + (300 * 100) * 20 = 600,300 

300,020 is fewer 
b) Cost: scan of outer table + (#pages of outer table * scan of inner table) 
 

Flight as outer table: 20 + (20 * 300) = 6,020. 
Passenger as outer table: 300 + (300 * 20) = 6,300 

6,020 is fewer 
 
c) Cost: Scan of outer table + #outer blocks * scan of inner table 
 

Flight as outer table: 20 + 20 / 10 * 300 = 620 
Passenger as outer table: 300 + 300 / 10 * 20 = 900 
620 is fewer 

 
d) Cost: Scan of outer table + ((#records of outer table) * cost of finding matching tuples) 

Can only use Passenger as outer table: 
300 + (300 * 100 * (1+1)) = 60,300   

If assume clustered index is the same file as the data file: 
300 + (300 * 100 * 1) = 30,300   

 
e) Cost: Scan of outer table + ((#records of outer table) * cost of finding matching tuples)  

Can only use Passenger as outer table and no need to open data file, because composite key 
contains all fields needed, cost of finding matching tuples is just 1: 

300 + (300 * 100 * 1) = 30,300   
 


