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1. Describe how the replacement sort works. Especially, if you have a memory limit of B pages, 
how do you produce runs with size larger than B? And when the replacement sort does not 
work, i.e., the produced run size is still roughly B? 
 
 
 
 
 
2. During the lecture, we’ve learned how to perform external sort by producing runs first and 
merge them later. However, we didn’t fully address the problem of in-memory sorting. Suppose 
you have a fixed amount of memory, e.g., 128M, design an in-memory sorting scheme to sorting 
var-length fields (Hint: be careful about the performance/cache locality) 
 
 
 
 
 
 
3. We have studied various join algorithms in class. Compare the following join algorithms, 
especially indicate their applicability and which algorithm works better under what situation. 

a. Block nested loop join 
b. Indexed nested loop join 
c. Sort merge join 
d. Grace hash join 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



1. Replacement sort works as follows. We first read the file to fill the memory buffer with B-1 
pages. When the memory buffer is full, we output the smallest element, and keep the next 
record in the file. If the next record if smaller than the smallest element we’ve just output, then it 
does not belong to the current run, and we have to mark it and keep it in the buffer. We keep 
outputting the next smallest element and reading from the file. This round of sort terminates 
when it’s full of marked elements (which do not belong to the run) or the file is exhausted. 
 
This technique does not work if the data is in the (roughly) reverse order in the original file. In 
this case, each produced run has B-1 pages. 
 
 
2. Build an array to store memory locations of original records plus the prefix of sorting keys. 
Then we sort the arrays using some sort algorithm. That is, if swap is needed, we swap the two 
pointers (we cannot swap original records since they have different lengths). If comparison is 
needed, we first compare the prefix of sorting keys (hopefully this can answer most of 
comparisons), and check the original record if there is tie (this will require two random memory 
accesses). 
 
 
3. 

a. Works for all join conditions, and always have the I/O cost [scan of outer + #outer blocks 
* scan of inner] no matter of the selectivity of the join conditions. 

b. Indexed nested loop join only works for equi-joins, and works better when the two joining 
tables are unbalanced, i.e., use the smaller table as outer table to index probe the inner 
table. 

c. Only works for equi-joins, and always have the stable I/O cost (sort + merge). 
d. Only works for equi-joins, also works better for unbalanced tables, i.e., build a hash table 

on small table, and scan the large table to do hash probing. 


