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Homework Assignment #7 
(Analyzing and Classifying Text Documents)  

 
 
Submission instructions 

- Due to EEE dropbox by 2pm Wednesday Feb 28th 
- Please write up your solution in the form of a Jupyter notebook. For portions of the 

homework where you are asked to provide comments, put these in markdown cells. 
- Instructions at the end of this document on what files to upload 

 
The goal of this assignment is to give you practice at working with real-world text data using the 
NLTK and scikit-learn frameworks.  
  
 
Part 1: Setting up a Yelp Database 
 

1. Download the JSON version of the Yelp dataset online at https://www.yelp.com/dataset 
(note: there is also a SQL version available – you are not going to use that – instead you are 
going to import the JSON data into Python, put it into a PostgreSQL database, and then access 
the data via SQL from within Python) 
 

2. Create a database called yelp with 2 tables, one called business and one called reviews. 
The business table that you create should contain the following fields: 

- Business: business_id, name, latitude, longitude, stars, review_count  
- Reviews: review_id, user_id, stars, date, text 

 
3. Modify the template provided to write a python script that reads in information from the 

each of the relevant json files and executes a SQL statement that inserts the relevant 
JSON information into the fields above for each table. For the Reviews, only read in the 
first 100,000 reviews (records/lines) in the JSON file. For the Business data, read in all 
of the lines (should result in 156,638 records in your table when you are finished). Note 
that running your script will likely take on the order of several minutes. In psql you should 
check that the tables have been populated, e.g., run SELECT count(*) from reviews. 

 
 
Part 2: Classifying Yelp Reviews 
Use sklearn and nltk libraries and write a Jupyter notebook that does the following: 

1. Connect (within Python) to your yelp database and read in the reviews table as a 
Pandas dataframe (as I did in class). Tokenize the data using the nltk word tokenizer, 
exclude punctuation and numbers in tokenization, and list the 30 most common words in 
the corpus with their counts (i.e., how many instances of these words there are, across 
all the 100,000 reviews). 

2. (Use sklearn.feature.extraction.text for the following). Create a bag of words array X for 
all of the reviews, where English stopwords are removed and any tokens that appear in 
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fewer than 0.1% of documents are also removed. Print out the dimensions of the bag of 
words matrix after you do this. Also create a target variable Y which is 1 for reviews with 
ratings of 4 or 5, and 0 for reviews with ratings from 1 to 3. 

3. Partition your bag of words data into training and test data using the function 
train_test_split with random_seed = 42 and with train_size = test_size = 0.5.  

4. Run a logistic regression classifier with default settings and print out both the training 
accuracy and test accuracy 

5. Repeat steps 2 to 4 where you modify the procedure to exclude tokens that appear in 
fewer than 0.01% of documents, and again report training and test accuracy 

6. Repeat steps 2 to 4, again excluding tokens that appear in fewer than 0.01% of 
documents, and now create a TF-IDF representation of the data, rather than counts – 
again train a logistic regression classifier and report the accuracy 

7. Try a different classification algorithm (e.g., nearest neighbor, SVM, etc) and see if you 
get a higher or lower accuracy. Use the same train/test splits and data features as 
logistic regression. Report the accuracy results on train and test.   

8. Now repeat steps 2 to 6, where the target label is changed, so that negative examples 
are reviews that received a score of 1 and positive examples are reviews that received a 
score of 5. Again report your accuracy for each step as before. Note that you should first 
remove all documents with labels 2, 3, or 4 and then run your Vectorizer to define your 
vocabulary (otherwise you may end up with columns (words) that appear in none of the 
documents with scores of 1 or 5, which could cause numerical issues in training 
classifiers such as logistic regression).  

 
Part 3: Interpreting Your Classifier 
Write a function that takes a fitted logistic regression classifier and finds the features that 
correspond to the K most positive weights and to the K most negative weights in the model and 
prints out the results. For the classifier that was fitted in Problem 2.4 above, print the output to 
the screen for K=10, ordered by most positive and most negative, printing both the string for the 
feature and its weight, e.g., 
Positive features: 
“Wonderful”:  +16.2 
“Terrific”: +14.1 
.. 
Negative features 
“Horrible”: -21.1 
“Awful”: -13.2 
 
   
What to Turn-In to EEE: 
Turn-in the following 

• your modified script from part 1 (.py) and a notebook for parts 2 and 3 (.ipynb file),  
• a .html version of your saved notebook (created from File -> Download as -> HTML 

in Jupyter)     


