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Homework Assignment #6 
(Building Prediction Models for Regression)  

 
 
Submission instructions 

- Due to EEE dropbox by 2pm Wednesday Feb 21st 
- Please write up your solution in the form of a Jupyter notebook. For portions of the 

homework where you are asked to provide comments, put these in markdown cells. 
- Instructions at the end on what files to upload 

 
The goal of this assignment is to give you practice at building and evaluating predictive 
regression models using the scikit-learn framework.  
 
Get Ready... 
 
Read Chapters 1 and 2 in the Geron text (available online through the Safari library/UCI library) 
and review the slides from Monday Feb 12th as a reminder of relevant background. 
  
In the questions below use the existing cells in the Geron notebook for preprocessing the data, 
unless instructed to change them.   
 
 
Go...! 
 
Part 1: Modifying the Geron Jupyter notebook 
 
Download and go through, step by step, the Jupyter notebook for Geron/Chapter 2 
https://github.com/ageron/handson-
ml/blob/master/02_end_to_end_machine_learning_project.ipynb 
(note that you should comment out the “save_fig” commands in cells with plots to avoid 
generating error messages) 
   
 Now create a local copy of the notebook called stats170_geron_chap2.ipynb and make the 
following changes: 

(1) Define a constant called test_proportion that determines the proportion of examples to 
go in the test set, and set it to 0.4 

(2) Allow for 8 income categories rather than 5 
(3) Use random sampling to split the train and test data rather than stratified 
(4)  Generate a color scatter plot of housing_median_age and median_income as a function 

of lat-lon (similar to Fig 2-13 in the text) and comment on what you see (put the 
comments in markdown cells below the plots)   

(5) Choose option 1 (drop rows with NaNs) for missing values in the total_bedrooms column 
(6) Use MinMaxScaler rather than StandardScaler 
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(7) Save the housing_prepared array to a csv file called housing_array.csv and the 
housing_labels array to a csv file called housing_labels.csv. You can use something like 
np.savetxt('housing_prepared.csv', housing_prepared, delimiter=',') 

 
[Note: these changes above are just to get you to work through certain sections of the notebook, 
they are not necessarily any “better” or “worse” than what is in the original notebook] 
 
 
Part 2: Exploring Models to Predict Housing Prices in California  
-  Define the following 2 functions just before the line in the notebook where 
mean_squared_error is imported from sklearn.metrics and run both functions for the fitted 
LinearRegression model and the DecisionTreeRegressor (in cells after each model is fit). Also 
fit a RandomForest model with n_estimators = 10 , and call the 2 functions below for the 
RandomForest model too. 
 
(1) Define a Python function that generates a scatter plot of a regression model’s predictions (y-
axis) versus true values (x-axis): 
The function should be defined as: 
def plot_regression_predictions(y_train,y_pred, xstr, ystr): 
where y_train and y_pred are the targets and predictions from a regression model, each 1-
dimensional array, and both the same length, and xstr and ystr are strings to use to label the x 
and y axes. 
  
(2) Define a Python function that takes a set of predictions and true target values and prints to 
the screen the following quantities (numbers below for illustration only) 
Root mean squared error: 46.53 
Mean absolute error: 29.44 
R-squared score: 0.69 
Mean of the y variable: 180.77 
Standard deviation of the y variable: 83.39 
 
The function should be defined as follows: 
def report_regression_scores(y_train,y_pred):   
where y_train and y_pred are the targets and predictions from a regression model. 
  
-à see next page 
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Part 3: Measuring Each Variable’s Contribution to a Predictive Model  
-  Before the section “Fine-Tune Your Model”  write Jupyter cells that do the following (if you 
want to define a function or two to help with this, that is fine, but not necessary): 
 
- take training data housing_prepared and housing_labels 
- separately for each of the regression objects LinearRegression and RandomForests: 
 
- do K-fold cross-validation (on the training data) where for each train/test fold with K = 10,   
 (a) the model is fit with all of the X variables on the train set 
 (b) the model is fit D times, leaving out one of the D variables each time  
   For both (a) and (b) predictions are made on the test fold (D + 1 sets of predictions) and the 
Rsquared values are computed (D+1 such values) 
 
- after the cross-validation, print  to the screen, for each variable 
 - the Rsquared value for the full model 
 - the Rsquared value for the model with variable left out 
 - the first value minus the second 
           (e.g., longitude:  R2_full = 0.82,  R2_leftout = 0.81,  R2_delta = 0.01)  
  (these are not the real numbers, they are made up) 
where the Rsquared values are the average Rsquared values for each model over the K test 
folds, and where the variables are ordered by the R2_delta values, from largest to smallest. 
 
This is one way to assess the importance from a predictive perspective of each variable: how 
much does R-squared decrease (or possibly increase) during cross-validation, when that 
variable is left out of the model. Your code should produce as output 2 sorted lists of variables, 
one for LinearRegression and one for RandomForests. 
 
  
Part 4: Is there a Better Model?  
This part is open-ended – the idea is to do some open-ended exploration to see if you can come 
up with any modeling ideas that might improve the prediction accuracy of the model. Don’t 
spend more than an hour or two on this part – its easy to spend a lot of time exploring models! 

- Read the section in the text on “Fine-Tune your Model” and also look at this section in 
the Jupyter notebook with the same title 

- Write up a short description of something you investigated (you don’t need to write up 
everything) by replacing all the cells after the heading “Fine-Tune your Model” with your 
own code cells and some comments in markdown. Plots may be useful too if they help to 
make a point. Report your accuracy in terms of Rsquared, both from cross-validation on 
the training data and the final Rsquared that you got on the test data (and try not to run 
your method on the test data more than once, just do this at the end and see what you 
get). 

- What might you explore?  
- You could try some prediction models that are not in the notebook and compare 

them with the LinearRegression and RandomForest results 
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- You could generate transformations of some of the skewed X variables so that 
they are less skewed (you can use log(X) for example or log(X+1) if X has any 0 
values – the base of the log is not important) 

- You could try creating additional new variables like taking products of pairs of 
some of the X variables or other ideas.  

- And so on – I am sure you will think of other ideas. 
 

Note that you may find that you cannot increase the R-squared (or increase it by much). This is 
fine, just write up your method and conclusion. 
  
 
What to Turn-In to EEE: 
Turn-in the following 

• your modified notebook (.ipynb file),  
• a .html version of your saved notebook (created from File -> Download as -> HTML 

in Jupyter),    
• your 2 csv files.  

 
 
 


